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the pandemic and also be better prepared 
in the long term, artificial intelligence can 
pave the way for new robotic systems that 
incorporate knowledge of immune mecha-
nisms to accelerate the development of di-
agnostics, therapeutics and vaccines against 
pandemic pathogens as shown in Figure 2. 

Sustainable solutions for overcoming pan-
demics and provide assistance in elderly 
care may be derived from a challenge of a 
completely different kind – namely, space 
exploration. Robots could support us in re-
searching highly contagious pathogens and 
in assisting caretakers just as they support 
us in researching distant celestial bodies 
such as Mars. An example for this transfer is 
evident in the METERON mission [1], where 

Introduction

The Corona pandemic has presented our 
society with unprecedented challenges. As 
demographic change continues, the impact 
becomes even more apparent. Especially 
elderly people belong to the risk group and 
are particularly vulnerable to serious health 
conditions. On the other hand, there is a 
lack of labor to care for this group of people. 
In the face of an increasingly widespread 
pandemic and due to governmental regula-
tions, there are few caregivers left to care for 
our aging population. In combination, this 
represents a stress test for the resilience of 
our society. The use of robots to support the 
remaining staff as shown in Figure 1 is con-
sidered an important step into the future 
of care giving – already under normal con-
ditions. In a time where every contact can 
become a life-threatening situation, the de-
ployment of robots is even more pressing. In 
general, wherever there is an increased risk 
of infection, robots may be useful assets.

In addition to assistance in care facilities, 
research in virological and immunological 
laboratories is particularly relevant to the 
system. However, there is only a low level 
of automation in these areas, which means 
that laboratory staff are still increasingly 
exposed to pathogenic material. In addi-
tion, there are resource bottlenecks due to 
social distancing measures. To counteract 
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Resume

The past months of the Corona pandemic have shown that seemingly self-evi-
dent aspects of our daily lives are less resilient than one would otherwise expect. 
Especially service personnel in nursing, in hospitals, but also in laboratories for 
studying the virus are extremely important in the early phase of a pandemic, but 
at the same time they are particularly vulnerable. In these domains, robots are 
considered a possibility to minimize contact with pathogenic material. The me-
thods for this have already been under development for some time in space ex-
ploration. However, the robots themselves still lack the necessary resilience to 
respond to faults, errors and failures and thus they cannot be deployed produc-
tively yet. This article describes methods to remedy this situation so that robots 
can become a true pillar of society in the near future.
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Figure 1 (left): 

The humanoid robot Rollin’ 

Justin interacting with a 

person to perform a medical 

examination.

Figure 2 (right): 

A mobile robot interacting 

with a PCR cycler to determi-

ne a COVID-19 infection.

the humanoid robot Rollin’ Justin [2] was in-
structed by astronauts aboard the Interna-
tional Space Station to maintain a solar farm 
near Munich. Semantic planning allowed 
the robot to act autonomously, requiring 
the crew to transmit abstract commands 
only. In 2018, German astronaut Alexander 
Gerst accomplished the most complex tasks 
to date in collaboration with this remotely 
controlled robot. Not only did Gerst man-
age to clean a solar panel and mount an an-
tenna, his robotic colleague even enabled 
him to replace a burned-out service module 

– without undergoing 
any training for such 
emergencies. The use of 
such robots to maintain 
future planetary assets 
will greatly increase the 
resilience of the habita-
tion infrastructure and 

eventually enable crewed missions to Mars. 
However, there is still a long way to go be-
fore this is achieved, because in order to in-
crease the resilience of society and space in-
frastructure, robots must first become more 
resilient themselves.

Resilience in Robotics

The term resilience is considered a multi-
faceted issue (see [3] for an overview). Espe-
cially in robotics, one has to deal with ex-
ternal as well as internal states associated 
with faults, errors, and failure. The term 
fault relates to the cause of an error; errors 
characterize (sub-)system states outside 
nominal parameters; eventually, errors lead 
to failure associated with states that devi-
ate from the intended mission or service. 
Adopting the definition of Brooks [4], failure 

„Robots could support us in researching 
highly contagious pathogens and in assisting 
caretakers just as they support us in resear-
ching distant celestial bodies.“  Daniel Leidner 
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can be defined as “a degraded state of ability 
which causes the behavior or service being per-
formed by the system to deviate from the ide-
al, normal, or correct functionality”. Honig 
et al. [5] state that “Failures result from one or 
more errors, which refer to system states (elec-
trical, logical, or mechanical) that can lead to 
a failure. Errors result from one or more faults, 
which refer to anything that causes the system 
to enter an error state”. One failure may arise 
from different sources. For example, a robot 
may experience a failure resulting from an 
error in object-recognition, caused by a bro-
ken camera (internal fault) or poor illumi-
nation (external fault) as it is visualized in 
Figure 3. Resilience is defined as the ability 
to maintain service despite failure no mat-
ter if it originates from internal or external 
states. The latter is of particular importance 
in robotics and unique in a sense that robots 
(unlike cars or other autonomous systems) 

are meant to deliberately interact and get in 
contact with their environment. This arti-
cle is therefore mainly concerned with resil-
ience to failure resulting from external fault 
and error conditions.

There are several references available that clas-
sify failure, errors, and faults formally [6], [7], [8].  
Based on this, investigations have been con-
ducted to yield ontological modules that 
cover geometric errors, hardware related 
faults, and general software related faults [9]. 
In order to react to failure situations, one has 
to detect faults and erros beforehand. Error 
detection is explored within the scope of the 
work conducted by Pastor et al. [10]. The au-
thors propose to use sensor information col-
lected over a series of trials to compute the 
average and variance of the expected sensor 
feedback. This information is subsequently 
used to predict the outcome of future trials. 

Figure 3: 

Rollin’ Justin fails to pour 

from the bottle into the mug. 

Different faults may be res-

ponsible for the underlying 

localization error, including 

internal and external condi-
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A model-free anomaly 
detection algorithm is 
proposed by Hornung et 
al. [11]. In a nutshell, di-
mensionality reduction 
and back-projection are 
performed consecutively 

with data recorded during nominal trials. As 
a result, nominal inliers match well with the 
generated back-projection while anomalous 
trials show high back-projection error rates. 
An interesting approach on error detection 
with respect to the exploitation of physics 
simulations is provided by Haidu et al. [12]. 
Imitation learning is used to learn from 
human operators that execute error-free ac-
tions in a virtual environment. Based on the 
variance of the collected data, a parameter 
space is derived that results in the desired 
behavior. If a robot performs a task outside 
of this parameter space, it is likely to result 
in a failure. 

Fault-tolerant planning can be achieved 
through explicit modeling of potential fail-
ure situations. However, this is tedious and 
generally considered to be impractical. The 
proposal of Konidaris et al. [13] is to bypass 
hard-coded error modeling and rely on a 
symbolic manipulation representation that 
is automatically derived from sensorimo-
tor data. The robot thereby augments its 
action representation with newly observed 
effects. A probabilistic perspective can also 
be applied to fault-tolerant planning. This 
was demonstrated by Jensen et al [14], who 
propose to represent possible error situa-

tions as secondary effects of actions. This 
way the used planner is able to optimize the 
sequence of actions considering error prob-
abilities. While the mentioned strategies to 
detect and prevent failure, they are not able 
to exploit information on detected error 
situations to recover from an anomaly. The 
latest work by Schmitt et al. [13] shows how 
recovery strategies can be encoded into the 
behavior of an agent trained through rein-
forcement learning. In particular, the agent 
selects from a pre-trained set of controllers 
that act based on a constraint definition. 
This allows the robot to avoid dynamic ob-
stacles and change the behavior in case of 
anomalous state information.

Detecting Errors using Model-based  
Inference

Monitoring hardware components for 
anomalies is considered state of the art and 
a must have in any robotics application [16]. 
The methods to achieve this range from sta-
tistical observations [17] to intelligent health 
monitoring by means of machine learn-
ing [18], [19]. Detecting or predicting that any 
kind of fault (also external faults) may result 
in execution errors is less common in the 
literature but all the more important. Con-
sidering the example described above, the 
reflections may not be recognized as fault 
immediately. However, this subtle irritation 
may result in the illustrated error, where the 
robot falsely localizes the bottle to be slight-
ly misaligned. As a result, the robot may fail 
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„In order to increase the resilience  
of society, robots must first become more 
resilient themselves.“  Daniel Leidner 
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to complete the service as it pours aside the 
target. We are currently working on mecha-
nisms to detect such situations using phys-
ics-based inference.

Simulations are widely used in robotics. 
There are a large number of physics simu-
lations and simulation environments spe-
cifically for robotics, see [20] for an overview. 
Simulations can be used to test algorithms 
before they are deployed on hardware, they 
provide cheap alternatives to real robots, 
and they allow large amounts of training 
data to be generated quickly. In addition, 
simulations can be used as mental models 
to predict semantic states. Our recent work 
showcased how simulations can be used  

to switch between control modes, e.g. full 
autonomy and haptic teleoperation [21], and 
how simulations can be used to identify 
failure situations [22]. In both cases, our ap-
proach follows a circular pattern. The sim-
ulation engine receives information from a 
World Representation that holds the current 
belief state of the environment of the ro-
bot. The output of the simulation engine 
is forwarded to the so-called State Infer-
ence Module which manages State Inference  
Entities (SIEs) to interpret the geometric 
changes semantically. An overview of this 
architecture is shown in Figure 4.

The simulation environment is initialized 
to reflect the current state of the world.  

Figure 4: 
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It continuously receives telemetry data from 
the robot and computes the interactions be-
tween the robot and the environment, as 
the movements of the robot are mirrored 
in simulation. That is, the simulation inter-
prets the effects of the robot motions to the 
world by analyzing the time series of robot 
telemetry data step by step. At each step, it is 
checked whether the robot gets in contact 

with the environment 
and how the environ-
ment reacts to this con-
tact geometrically (e.g. 
as objects are pushed or 
moved). The knowledge 
required to derive sym-

bolic states from the geometric information 
is attached to the objects themselves as SIE. 
For example, the SIE “on blue_box table” 
returns false as the object falls off the ta-
ble, e.g. if it is pushed over the table edge.  
A visual inference method would not be 
able to yield such information directly. The 
results of the inference process are passed 
to the world representation, where they are 
used to update the world state for subse-
quent reasoning steps. 

Since the inference process is subject to 
noise and uncertainty, the simulation can 
be invoked multiple times with different in-
itial conditions, resulting in a distribution 
of possible outcomes rather than a single 
discrete value. Figure 4 shows two different 
outcomes for the example of pushing a box. 
Depending on how the robot pushes the 
box, it will either remain upright or it will 

tip over. Obviously, the prediction is high-
ly dependent on the used physics engine. 
In fact, a comparison of different simula-
tion engines for robotics concluded that 
the performance of a simulation engine is 
often tuned toward the application it was 
designed for [23]. To overcome, this draw-
back we argue that one should not only use 
a single simulation engine, but combine 
multiple models to exploit their strengths 
and avoid their weaknesses on the other 
hand. We propose a dynamic assignment 
of simulation responsibility. It is impor-
tant to understand that we are not limiting 
our approach to full-scale physics engines. 
Instead, the term simulation can refer to a 
variety of models, ranging from multi-body 
physics simulation to the light-weight ab-
stractions, such as the particle model intro-
duced in [24] to estimate the effect of wiping 
motions. The central feature of these sim-
ulations is their ability to predict the next 
state based on the history of prior states and 
any kind of external input (e.g. robot telem-
etry as described above). 

The assignment of simulation responsi-
bility is conducted based on semantic task 
information [25]. For example, if a robot is 
commanded to pick up an object, a gener-
ic simulation engine (e.g. Gazebo) is per-
forming the initial simulation as the robot 
moves toward the target object. As soon as 
the grasping process is initiated, a specific 
in-hand localization model is assigned to 
monitor this part of the interaction in more 
detail. This Model Ensemble is orchestrated 
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„Simulations are to robots what mental 
models of reality are to humans.“  Daniel Leidner 
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by a so-called Model Conductor as it is shown 
in Figure 5. 

The Model Conductor orchestrates the en-
semble of models in the scene and acts as the 
central information hub. A human-reada-
ble configuration file specifies the models 
in the scene, the initial responsibilities, 
triggers, and evaluators. In the example at 
hand, the ensemble consists of (1) a generic 
physics simulation, (2) a dynamics model 
of the robot, and (3) a specialized in-hand  
object localizer. Each model in the scene 
processes data in real-time as the framework 
is connected to live telemetry data. When 
the Model Conductor is called to simulate  
a scene, it initializes all models and con-
nects them to the specified data source (e.g. 
robot telemetry). Furthermore, it defines 
triggers and evaluators (in short, higher 
level triggers) as a means to reconfigure the 
Model Ensemble. Triggers transfer simula-

tion responsibilities between models. An 
example could be a trigger that observes 
grasp stability. In this example, the trigger 
is connected to model 3 which monitors the 
grasp status of the robot. As long as the mod-
el reports nominal values (i.e. the object is 
grasped firmly), the simulation responsibil-
ity remains with this model. If the object 
is released or it slips out of the hand of the 
robot, the trigger transfers the responsibil-
ity for simulating the position of the object 
from the in-hand object localization model 
to the generic physics simulation.
 
The importance of this multi-model ap-
proach is shown in three experiments that 
were conducted on the real robot Rollin’ Jus-
tin as shown in Figure 6 and Figure 7. In the 
first experiment, the robot was commanded 
to grasp a ball and drop it into a container, 
which was repeated five times successfully. 
The second experiment had the same setup  

Figure 5: 
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(i.e. the robot had to drop a ball into a con-
tainer), but the robot failed five times to 
solve the task. The third task describes a 
peg-in-hole scenario, where the robot was 
commanded to insert a plug into a socket. 
The outcome of all three experiments is in-
terpreted using the inference mechanisms 
described in this section and compared to a 
single Gazebo simulation (baseline 1), a rig-
id binding to immobilize the grasped object 
(baseline 2), and a force binding to immobi-
lize the grasped object once a certain grasp-
ing force is achieved (baseline 3). 

Table 1 (See table 1, p. 59) reveals that our 
method outperforms the available baseline 
approaches in all three experiments. This is 
due to the fact, that the selected benchmark 
scenarios are particularly challenging. For 
grasping with multi-fingered hands in gen-
eral, physics simulations have to compute 
force vectors for every contact point of every 
finger link acting on the target object. Each 

force vector adds stress to the system which 
typically results in instabilities. Thus, only a 
rigid binding neglecting these forces is able 
to simulate reasonably well (baseline 2). On 
the other side, specialized grasp simulation 
tools are able to achieve exactly this quite 
well, but without considering input of con-
tacts with the external environment, they 
are not applicable for real world semantic 
state inference. 

Our approach allows for the combination 
of the strengths of both, generic simula-
tions and specialized models. As a result, 
the fidelity is better than the state of the 
art. Although our approach is not perfect, 
it provides a better than average estimate of 
the effects of robot actions. The proposed 
physics-bases inference procedure can be 
used to predict whether a particular robot 
action actually leads to the correct result or 
whether it will result in a state that is con-
sidered anomalous. This can be exploited 

Figure 6 (above left): 

Rollin’ Justin dropping a ball 

into a container as it is done 

in the first two experiments.

  
Figure 7 (above right): 

Rollin’ Justin inserting a plug 

into a socket from a solar 

panel to charge itself.



for fault-tolerant manipulation planning as 
it is described in the following section.

Fault-tolerant Robot Manipulation

The manipulation planning approach of 
Rollin’ Justin builds upon the concept of af-
fordances [26] to describe object handling in-
structions using ontological knowledge [27]. 
Similar to how the theory of affordances 
argues that humans are able to infer what 
an object is made for (i.e. which function-
ality it affords), our approach organizes ob-
jects in a hierarchical structure according 
to their functionality in an Object Storage. 
Objects of the same class have the same pro-
cess models for handling and can therefore 
be manipulated in the same way, consid-
ering their specific properties such as size 
and shape. The World Representation intro-
duced earlier holds the current state of the 
environment of the robot. Here, objects as 

described in the object storage are instanti-
ated with specific symbolic and geometric 
properties.

The object functionality is stored in so-called 
Action Templates (ATs) which define distinct 
manipulation instructions. ATs consist of 
two segments which are evaluated in a two-
step hybrid reasoning approach. First, the 
symbolic headers defined in the Planning 
Domain Definition Language (PDDL) [27] are 
parsed in order to construct the symbolic do-
main and to solve a given task symbolically. 
The resulting symbolic transition is after-
wards evaluated geometrically to ground the 
symbolic action descriptions into robot-spe-
cific operations. Differ-
ent robots may thereby 
use different geometric 
methods for navigation 
or motion planning. 
In this step, geometric 
backtracking is provided 
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„Awareness of failure probabilities increa-
ses resilience in terms of preventive failure 
handling.“  Daniel Leidner 

Table 1: 

Comparison  

of the Model Ensemble  

Simulation approach  

with three baseline  

methods

Experiment Our approach
(model ensemble)

Baseline 1
(pure simulation)

Baseline 2
(rigid binding)

Baseline 3
(force binding)

Ball drop (success) 4/5 0/5 2/5 0/5

Ball drop (fail) 5/5 0/5 5/5 0/5

Peg-in-hole 3/5 0/5 0/5 0/5



in case the simulation is not successful. On 
top of this, the probabilistic physics-based 
inference framework allows us to model ac-
tion effects not only by means of determin-
istic values, but as a probability distribution:

We model the prior probability of an effect 
as a linear model that represents the pre-
dicted effect probability  of an action 
a and with the effect e as the sum of the 
mean effect probability μe, Sa of e in the set 
of similar actions Sa. Additional we add a 
factor for the impact ias, e, Sa of each assign-
ment as={Vi=oi } of object oi to variable Vi in 
a. In other words, we model the likelihood 
that an effect for a particular action occurs 
based on prior knowledge gathered from 
episodic memories which involved similar 
objects. For example, if a robot is tasked to 
drop a ball into a mug, it can leverage from 
the experience made with dropping a piece 
of crumpled paper into a trashcan. Con-
sidering actions with probabilistic effects, 
a single action may have multiple possible 
outcomes and is therefore considered a Prob-
abilistic Action Templates (PATs). The main 
difference of a PAT compared to an AT is 

that the symbolic head-
er can contain probabil-
istic effects encoded in 
Probabilistic PDDL (PPD-
DL) [29]. This includes at 
least one nominal effect 

(i.e. the desired outcome for the action), and 
an unknown number of anomalous effects 
(i.e. failure cases observed), where different 
parameter settings have to be taken into ac-
count (e.g. left hand vs. right hand). Using 
this information, a robot is enabled to select 
the best strategy to solve a certain task by 
optimizing the success probability for the  
entire sequence of actions. An example 
is provided in Figure 8 (see page 61), where  
Rollin’ Justin chooses the right hand over 
the left hand to avoid to performance issues 
at the example of dropping the ball into a 
narrow glass. 

In the illustrated example, the left hand 
performed less accurate as we have inten-
tionally lowered the joint stiffness. This 
mimics a degradation of the hardware, but 
it may also be caused by a software bug. The 
error may also result from external condi-
tions (e.g. poor localization). In any case, 
the awareness about failure likelihoods in-
creases resilience and is considered a pre-
ventive failure handling measure. 

Toward Generic Failure Recovery  
Strategies in Robotics

The so far presented approach on probabil-
istic planning using PATs is conducted open 
loop, i.e. without any feedback about task 
success or failure. To achieve this, the phys-
ics-based inference shall not only be de-
ployed to predict and avoid potential errors, 
but also to detect occurring errors and react 
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„Generic failure recovery strategies are key 
to real world deployment of robots.“  Daniel Leidner 



on-line. Providing generic failure recovery 
strategies is of utmost importance to deploy 
robots in real environments including lab-
oratory automation, assistance in care, and 
maintenance of planetary infrastructure. 
However, major challenges have to be over-
come to make this happen. There are some 
important questions to be answered: How 
can reactions be provided in a generic form 
without hard-coding strategies for every 
possible failure case? How can a robot reuse 
existing components for failure handling? 
How can robots learn from made mistakes 
in such a way, that it does not only adapt 
to the erroneous situation at hand, but also 
utilize the gathered information for failure 
situations in different contexts? 

We are currently working on novel rep-
resentations that may be able to answer 

these questions in parts. Just like the con-
cept of ATs allows us to reuse different build-
ing blocks for manipulation planning, we 
envision a similar representation to be used 
to react to errors and failures. In a nutshell, 
our idea is to develop an observation infra-
structure next to the reasoning structure 
introduced with ATs. As an AT performs its 
underlying operations, an equivalent rep-
resentation would check whether these op-
erations yield the desired effect or wheth-
er not. The rule-set to infer these states is 
linked to the SIEs as introduced earlier. As 
a result, the robot would be informed if 
the plan requires adaption, e.g. as an error 
occurred during execution. The reaction 
behavior shall again not be hard-coded for 
each action, instead we aim for a catalog 
of possible reactions to be parameterized 
on the fly in order to integrate the current 
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Figure 8: 

The success probability infor-

mation allows Rollin’ Justin  

to decide on a longer, but safer 

task sequence (in favor of  

a shorter, but more risky 

strategy) to solve the given 

task of inserting a ball into  

a target container.
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context into the decision-making process. 
In contrast to behavior-trees, we hope that 
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